
Databases Computing Advanced  1 | P a g e  
 

9 Databases 
9.1 What is a File? 
 

A file is a collection of data or information that has a name, called the 
Filename.  There are many different types of files, like:  
 

• Data files (e.g. a list of names and addresses of the members of a club) 

• Text files (e.g. a letter, a poem) 

• Program files (contain programs in machine language) 

• Directories (folders) 

• Other (e.g. picture, video, slide presentation etc.) 

 
9.1.1 Flat File and Flat File System 

 
A Flat File is a data file that is not related to another file. A Flat-File System is 
an information system where files are not related. An example is shown in the 

diagram below. Each department has its own file/s and program/s. There can 
be duplication of data in the files. 

 

 
 

9.2 What is a Database? 
 

A Database is a shared collection of logically related data, designed to meet the 
information needs of multiple users in an organisation.  
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9.2.1 Databases and Traditional File Processing Systems 
 

 Pre-computer age 
o Manual system. Info was kept on 

paper. 
o Laborious 

o Time-consuming 
o Inefficient (by our standards today) 

 

 Traditional file processing system 

o First computer-based approach for 

handling commercial and business 
applications.  

o See diagram “Flat-File System” 

o Program and data interdependence (i.e. 
program and data depended on each 

other because the data was written to 
suit the program). In the diagram 
imagine what happens if the Sales and 

Marketing departments had 
incompatible systems. One system would not understand another 

system’s file coding. Even if two departments had a compatible system 
one could have programs written in a language and one in another. Such 
systems have the following drawbacks: 

Á Changes in the system are hard to make. 
Á Data is not shared. 
Á Possible redundancy of data. 

Á Possible inconsistency of data. 
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 Database 

o All data is stored in one place.  
o Every program and user can access 

all the data (given it has the required 

permissions).  
o The database system is managed by 

the DBMS (Database Management 
System). 

o Advantages of Databases: 

Á Data Sharing  
Á Data Independence (data and 

programs are independent of each 

other). 
Á Controlled Redundancy (no 

unnecessary duplication of data) 
Á Better Data Integrity (validation is 

performed on the data being entered) 
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9.2.2 Comparing a Flat-File System with a Database System 

 
The advantages of databases over traditional file systems include: 

o Improved data consistency. 
o Greater data integrity.  
o Control over data redundancy. 

o Greater security. 
o Sharing of data. 
o Independence of data from programs. 

 
The disadvantages of databases over traditional file 

systems include:  
o Greater complexity. 
o Greater cost. 

o Vulnerability to system failure. 
o More risks of unauthorised access. 

o Larger size. 
 
9.2.3 Database Models 

 
A database model determines in which manner data can be stored, organised, 
and manipulated in a database system. The most popular example of a 

database model is the relational model. 
 

9.2.3.1 Flat File Model 

 
 
The flat (or table) model consists of a single table.   

 
9.2.3.2 Hierarchical Model 
 

In a hierarchical model, data is organized in a tree-like structure. Hierarchical 
structures were widely used in the early mainframe database management 

systems. This structure allows one-to-many relationships between parent and 

http://en.wikipedia.org/wiki/Flat_file_database
http://en.wikipedia.org/wiki/Hierarchical_database
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child data files. This structure is very efficient to describe many relationships 
in the real world.  
 

9.2.3.3 Network Model 
 
The network model allows relationships to be defined on any two data files. 

This model avoids the redundancy that sometimes occurs in the hierarchical 
model. 

 

 
 

9.2.3.4 Relational Model 

 
The relational model consists of a set of related tables. A Relation is a table 

with columns and rows. The named columns of the relation are called 
Attributes, and the Domain is the set of values the attributes are allowed to 
take. This model will be explained in depth later on. 
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9.2.3.5 Object-Oriented Model 
 
This model is capable of handling many data types, including graphics, 

photographs, audio and video. This obviously represents a significant advance 
over the other database models. Object-oriented databases use small, reusable 

chunks of software called Objects. The objects themselves are stored in the 
object-oriented database. Each object consists of two elements: 1) data (e.g., 
sound, video, text, or graphics), and 2) methods i.e. procedures that can be 

applied on the data.  
 
Object-oriented databases have two disadvantages (1) They are more costly to 

develop and (2) Most organizations are reluctant to abandon or convert from 
those databases that they have already invested money in developing and 

implementing.  
 
However, the benefits to object-oriented databases are compelling. The ability 

to mix and match reusable objects provides incredible multimedia capability. 
Healthcare organisations, for example, can store, track, and recall X-rays, 

electrocardiograms and many other forms of crucial data. 



Databases Computing Advanced  7 | P a g e  
 

 
 

9.2.4 ANSI/SPARC Architecture (Three –Level Architecture) 
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The three–level architecture for a database system (or a DBMS) has the 
following levels: 

 External level:  
o This highest level is concerned with the way data is seen by 

individual users. 

 Conceptual level:  

o This level is concerned with the logical structure of the whole 
database.  

o The entire database is described using simple logical concepts such 
as objects, their properties or relationships.  

o Thus the complexity of the implementation detail of the data is 

hidden from the users. 

 Internal level:  

o This level describes how the data are actually stored. 
 
9.2.5 Database Management System (DBMS) 

 
 

 
 

DBMS 

 
The DBMS is software that controls the organization, storage, retrieval, 

security and integrity of data in a database. It provides an interface between 
programs, users and the database. The major DBMS vendors are Oracle, IBM, 
Microsoft and Sybase.  

 
DBMSs may work with traditional programming languages (COBOL, C, etc.) or 

they may include their own programming language for application 
development. 
 

DBMSs let information systems be changed more easily as the organization's 
requirements change. New categories of data can be added to the database 
without disruption to the existing system. Adding a field to a table does not 

require changing any of the programs that do not use the data in that new 
field. 
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The major features of a DBMS are the following: 

 Basic Database Functions e.g. create database, modify database structure, 

delete database or part of it, add, read and modify information. 

 Data Security (see notes further down) 

 Data Integrity (see notes further down) 

 Interactive Query: A DBMS provides a query language (a query language is 
a specialized language to be used with a relational database). 

 Interactive Data Entry and Updating: This is done through the query 
language mentioned above. 

 Data Independence: The data inside the database is independent of the 
programs that use them or the users that access them. The structure of 

data can change (e.g. a column added to a table, a value’s range changed, 
a string field length increased, etc.) without affecting the programs and 
the users’ operations. 

 Other:  
o Analyses data 

o Offers a report writer 
o Manages concurrent users 

o Keeps indices 
o Performs computations on attributes e.g. counting, summing, 

averaging, sorting, grouping etc.  

o Some databases can even integrate with other databases.  
o Automated optimization (some DBMSs can adjust themselves to 

improve the speed of frequently called queries) 

o Meta-data repository (meta-data is data describing data, e.g. a listing 
that describes what is the data type and size of each attribute) 

 
9.2.6 Data Security 
 

Data Security involves the following: 

 

 Prevent unauthorized users from 

viewing or updating the database. 
Using passwords, users are allowed 
access to the entire database or a 

subset of it. Some users may be 
permitted only to retrieve data, 

whereas others are allowed to retrieve 
as well as to update data i.e. different 
users have different privileges. The 

access privileges are assigned by the 
DBA.  

 Databases must also be protected physically from harm or accident. 
Some organizations have opted to store database files in a vault and limit 
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employee access to the actual computer system using security devices 
that verify personal identity. 

 Encryption. 

 Digital Certificates: This is used to verify that a user sending a message 

is really the person he or she claims to be.  

 Audit trails i.e. keeping a record of all (update) activity on the database 

to know who did what and when. 

 Backup with capacity to recover data (fault-tolerance). 

 
9.2.7 Data Integrity 

 
Data Integrity means the correctness of data. A 

number of measures are applied to defend the 
integrity of the data. Some are listed hereunder: 
 

 The DBMS ensures that no more than one 
user can update the same record at the 

same time.  

 The DBMS runs regular error checking 

routines on the data. 

 Validation checks can be applied on data during the input process. 

 Backups are held in a location remote from the actual database. 
 

9.2.8 Structure of a DBMS 
 

The DBMS acts as an interface between the user and the database. The user 
requests the DBMS to perform various operations (insert, delete, update and 
retrieval) on the database. The components of DBMS perform these requested 

operations on the database and provide necessary data to the users. 
  

 
Structure of a DBMS 

http://2.bp.blogspot.com/_b-mAzBo5ATM/R8AbOU6SMpI/AAAAAAAAAAk/G5VJdkNkNlY/s1600-h/Structure_of_DBMS_DBMSbasics.blogspot.com.jpg
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The DDL (Data Definition Language) is used to create or destroy database 
objects (e.g. tables, fields etc.) or even whole databases. The DDL Compiler 

converts the DDL commands in machine code.  
 

The DML (Data Manipulation Language) consists of commands used to 
retrieve, insert and modify database information. The DML Compiler and 
Query optimizer compile and optimise the DML statements. The resulting code 

is then sent to the data manager. 
 
The Data Manager is the central software component of the DBMS (also known 

as Database Control System). Its function is to execute queries. It manages 
reading from and writing to storage, it manages buffers in main memory, takes 

care that data written in the database, follows the data types and validation 
rules, it synchronizes the simultaneous operations performed by the 
concurrent users and also controls the backup and recovery operations. 

 
The Data Dictionary is a repository of the description of data in the database. 

It is a file that defines the basic organization of a database. A data dictionary 
contains a list of all files in the database, the number of records in each file, 
and the names and types of each field. Most database management systems 

keep the data dictionary hidden from users to prevent them from accidentally 
destroying its contents. 
 

Data dictionaries do not contain any actual data from the database, only book-
keeping information for managing it. Without a data dictionary, however, a 

database management system cannot access data from the database. 
 
Files contain the data portion of the database that is controlled by a file 

manager.  
 
The DBMS external interfaces are the means to communicate with the DBMS 

(both ways, to and from the DBMS) to perform all the operations needed for 
the DBMS.  

 
9.2.9 Difference between Database and DBMS 
 

A database is a collection of organized data and the system that manages a 
collection of databases is called a Database Management System. The database 

holds the records, fields and cells of data. The DBMS is the tool used to 
manipulate the data inside the database. However, the term database is 
increasingly used as shorthand for Database Management System. To make 

the distinction simple, consider and operating system and the individual files 
stored in the system. Just like you need an operating system to access and 
modify files in the system, you need a DBMS to manipulate databases stored 

in the database system. 
 



Databases Computing Advanced  12 | P a g e  
 

9.2.10 DBA 

 
A database administrator (DBA) is responsible for the performance, integrity 

and security of a database. Additional role requirements are likely to include 
planning, development and troubleshooting. 

 
The work of a DBA varies according to the nature of the employing 
organisation and the level of responsibility associated with the post. The work 

may be pure maintenance or it may also involve specialising in database 
development. 

 

Typical responsibilities include 
some or all of the following: 

 

 Establishing the needs of 

users. 

 Monitoring user access. 

 Security. 

 Monitoring performance and 

managing parameters to 
provide fast query responses. 

 Mapping out the conceptual 
design. 

 Installing and testing new 
versions of the DBMS. 

 Maintaining adherence to the 
Data Protection Act. 

 Creating and modifying the database through the use of the DDL. 

 Controlling access privileges. 

 Developing, managing and testing back-up and recovery plans. 

 Ensuring that storage, archiving, back-up and recovery procedures are 
functioning correctly. 

 Working closely with IT project managers and programmers. 

 Communicating regularly with technical, applications and operational 

staff to ensure database integrity and security. 

 Commissioning and installing new applications and customising existing 

applications in order to make them fit for purpose. 
 

9.2.11 Relational Databases 
 
There are many kinds of database models but one that is very frequently used 

today is called a relational database. A relational database is a collection of 
related tables. The relational database model was invented by E. F. Codd at 

IBM in 1970. 
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In addition to being relatively easy to create and access, a relational database 
has the important advantage of being easy to extend. After the original 

database creation, a new data category can be added without requiring that all 
existing applications (i.e. programs that make use of the database) be 

modified. 

 

Each table (which is also called a Relation) contains one or more data 
categories in columns. Each row contains a unique instance of data for the 

categories defined by the columns. For example, a typical business order entry 
database would include a table called Customer (with columns for name, 
address, phone number, etc.) and a table called Order (with fields for product, 

customer, date, sales price, etc.).  
 
A user of the database could obtain a view of the database that fitted the 

user's needs. For example, a branch office manager might like a view or report 
on all customers that had bought products after a certain date. A financial 

services manager in the same company could, from the same tables, obtain a 
report on accounts that needed to be paid. 
 

9.2.11.1 Types of Values 
 

Different values are grouped in different sets called Types. The following are 
some of the types used: 
 

NAME OF 
TYPE 

SET OF VALUES 

Integer Whole numbers 

Nomenclature of Relational Databases 
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Real Numbers including fractional parts 

Text Names and sentences i.e. strings of characters 

Date Dates  

Boolean True or False 

Memo  
Text that can be very long. In Microsoft Access a memo field 

can have up to 64K of text 
Types and their Values 

 

9.2.11.2 Keys and Relationships 

 
A Key is a field or group of fields with a particular role or significance. 
 

A Candidate Key is a single field or the least combination of fields that uniquely 
identifies each record in the table.  

 
  STUDENT Table 

ID No. Form Index No. Form Surname Name Address 

Table with Two Candidate Keys 

In the STUDENT table there are two candidate keys: 
1. ID No. 
2. The composite key formed by ‘Form Index No.’ and ‘Form’ (in the STUDENT 

table two different students in two different forms can have the same Form 
Index No.) 

 
A Primary Key is a candidate key that is most appropriate to be the main reference 
key for the table. It is used throughout the database to help establish relationships 

with other tables. As with any candidate key the primary key must contain unique 
values, must never be null and uniquely identify each record in the table. A primary 
key can be composite. 

  
A Foreign Key is a key that is added to a table so as to create a relationship. For 

example in the following database the field ‘Form Tr ID’ is a foreign field.  
 
STUDENT Table 

ID No. Form Index No. Form Surname Name Address Form Tr ID 

 

TEACHERS Table 

ID No. Surname Name Address 

A Foreign Field is used to create a Relationship 

A table may have one or more choices for the primary key. Collectively these are 
known as candidate keys as mentioned earlier. One is selected as the primary key. 
Those not selected are known as Secondary Keys or Alternative Keys (sometimes 

however a secondary key is referred to any other key that is not the primary key).  
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A Database of Two Related Tables 

A Database of Two Unrelated Tables 
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A relationship can be one of the following: 
 

 one-to-one 

 one-to-many (or many-to-one) 

 many-to-many 

 
A one-to-one relationship means that given two tables A and B each record in 
A can be associated with only one record in B and similarly each record in B 

can be associated with only one record in table A. Look at the two examples in 
the diagram below. 

 
One-to-One Relationship 

Consider the above relationships. The first relationship shows that each 
employee is assigned only one parking space and each parking space is 

assigned to only one employee. Likewise each specialist is assigned only one 
ward and each ward is assigned to only one specialist.  

 
The diagrammatic notation we are using is called Crow’s Foot notation. 
 

A one-to-many relationship means that given two tables A and B each record 
in A can be associated with any number of records in B while each record in B 
can be associated with only one record in table A. Look at the two examples in 

the diagram below. 

 
One-to-Many Relationships 

Here one ward can have more than one patient but one patient is associated 

with only one ward. Likewise one car owner can own more than one car but 
one car can only be owned by a single owner. 
 

Company 
Employees 

Parking 
Spaces 

Specialists Wards 

Wards Patients 

Car Owners Cars 
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A many-to-many relationship means that given two tables A and B each record 
in A can be associated with any number of records in B while each record in B 

can be associated with any number of records in table A. Look at the two 
examples given below. 

 
Many-to-Many Relationships 

 

In the above relationships we see that a student can follow more than one 
subject and each subject can be followed by more than one student. In the 

second example an author can be the writer of more than one book while a 
book can have more than one author. 

 
9.2.11.3 Notation to Represent Relational Databases 
 

The database shown in the diagram “A Database of Two Related Tables” can be 
represented in the following way: 
 

STUDENT ( ID No, Name, Address, DOB, Course ID) 

COURSE (Course ID, Course Name) 

 
Notation to describe Relational Databases 

 
9.2.11.4 Entity-Relationship Diagrams 
 

An ER-diagram shows the entities (tables) of a database together with the 
relationships between them. Look at the following example. As can be seen, 
the relationships are shown by means of an arrow accompanied by a brief 

description.  
 

 
9.2.11.5 Tools in Relational Databases Packages 
 

As an example of a relational database package we will consider Microsoft 
Access 2010. 

 

Students Subjects 

Authors Books 
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9.2.11.5.1 Create a Table 
 

In Microsoft Access one can create a table by filling in details in Design Form 
(as seen below). One other method is by using the DDL of SQL (see later) 
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Creation of a Table in Design View 

An Entity-Relationship Diagram 
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9.2.11.5.2 Create Relationships 

 

 
A relational database 

 
Relationships can be 1-1 (one to one), 1-many (one to many; similarly we can 

have many to one) and many-many. The above diagram shows a 1-1 
relationship between tblWholesalers and tblContactPersons. It also shows a 1-
many relationship between tblPublishers and tblBooks. The many-many 

relationship between tblAuthors and tblBooks is implemented with the help of 
tblAuthorBook. 
 

 

9.2.11.5.3 Referential Integrity 

 

Referential Integrity is a condition that the designer of the database can 
choose to put into force when defining a relationship. In the diagram below, if 
referential integrity were enforced then the database would not let a student 

relate to a course that has not yet been entered.  
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Referential integrity 

 

 

9.2.11.5.4 Validation 

 

Validation is a means of checking the correctness of the values entered in the 
database. Inputted values can for example be of a different type than that 

expected. One example is when a field requires a number but text is entered in 
its place. Apart from this obvious case the person constructing a table can 
define validation rules. In such a way values are checked before they are 

accepted.  
 

Here is a list of other validation possibilities offered by Access: 

 Accept letters only 

 Accept digits only 

 Accept letters and spaces only 

 Accept digits and letters only 

 Field has to contain exactly 8 characters 

 Accept positive numbers only 

 Do not accept a future date 

 Accept only an email address 

 Field must be filled 

 Accept only one of a number of given options 

 (for two fields) A booking cannot end before it starts 

 If you fill in Field1, Field2 is required also 

 You must enter Field1 or Field2, but not both 
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9.2.11.5.5 Queries 

 
A Query demands information from a database. One way to define a query is 

called ‘Query by Example’ (see the diagram below). Another way is by using the 
DML of SQL (see later). A query represents a Virtual Table. The tables that are 
created in the database are called Base Tables.  

 
 

Query by example 

 
 

 
 

 
SQL 
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The Result of a Query 

9.2.11.5.6 Forms 
 

A Form is a graphical arrangement that makes it easier to enter or view 
records especially related records. Note the subform (a form within a form) in 
the diagram below. This subform shows related records. 

 

 
 

A Form 
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9.2.11.5.7 Reports 

 
A report lists the results of a query or the contents of a table for the purpose 

of printing. An Access report differs from a simple printout of a table's 
contents. When you create a report, you also can add headers, footers, 

subtotals, and other special features that enhance the appearance of your data 
on the printed page. Using a report, you have complete control over how your 
information appears. See the diagram below. 

 

 
A Report 

9.2.11.5.8 Other Tools 

 
Other basic operations on tables are Delete, Modify and Sort. 

 

9.2.11.5.9 SQL 

 

The de facto database query language is SQL (Structured Query Language). 
Here we will show a few statements in SQL. 

 
SQL DML 
 

The Data Manipulation Language (DML) is used to retrieve, insert and modify 
database information. Let's take a brief look at the basic DML commands: 
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 INSERT: The INSERT command in SQL is used to add records to an 

existing table. For example: 

INSERT INTO personal_info 
values ('bart','simpson',12345, €45000) 

This SQL command inserts the record ('bart','simpson',12345, €45000) in 
the table personal_info.  

 

 SELECT: The SELECT command is the most commonly used command in 

SQL. It allows database users to retrieve the specific information they 
desire from a database. Look at the following examples:  
 

o SELECT * 
FROM personal_info 
The above means "Select all fields (attributes) from the 

personal_info table." 

o SELECT last_name 

FROM personal_info 
The above command displays all values of the field “last_name” 
from the table “personal_info”. 

o SELECT * 
FROM personal_info 

WHERE salary > €50000 
This statement orders the DBMS to choose all the field values of 
the records where the field ‘salary’ is greater than €50000. 

o SELECT * FROM Persons 
ORDER BY LastName DESC 
All fields from the table Persons are selected and presented in 

descending order on the field LastName. 

o SELECT Customer,SUM(OrderPrice) FROM Orders 

GROUP BY Customer 
HAVING SUM(OrderPrice)<2000 
The HAVING clause was added to SQL because the WHERE 

keyword could not be used with aggregate functions (an aggregate 
function is calculated from values in a column). 

o Example using GROUP BY 
Assume we have the following "Orders" table: 
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The “Orders” Table 

 

Now we want to find the total sum (total order) of each customer. 
We use the following SQL statement: 

 
SELECT Customer,SUM(OrderPrice) FROM Orders 
GROUP BY Customer 

 
The result-set will look like this: 
 

 
The Result of the Query Above 

 
 

Join (SQL) 

 

• An SQL join clause combines records from two or more tables in a 

database.  

• ANSI standard SQL specifies four types of JOIN: INNER, OUTER, 

LEFT, and RIGHT.  

• As a special case, a table can JOIN to itself in a self-join. 

 All subsequent explanations on join types make use of the following 

two tables. The rows in these tables serve to illustrate the effect of 
different types of joins and join-predicates. In the following tables the 
DepartmentID column of the Department table (which can be 

designated as Department.DepartmentID) is the primary key, while 
Employee.DepartmentID is a foreign key. 
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Two Related Tables 

 
Cross Join 

 

 CROSS JOIN returns the Cartesian product of rows from tables in the 

join. In other words, it will produce rows which combine each row from 
the first table with each row from the second table. 

 Example of an explicit cross join: 

o SELECT * 
FROM employee CROSS JOIN department; 

 Example of an implicit cross join: 
o SELECT * 

FROM employee, department; 
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Inner join 
 
An inner join is the most common join operation used in applications and can 

be regarded as the default join-type. Inner join creates a new result table by 
combining column values of two tables (A and B) based upon a condition.  
 

SELECT * 
FROM employee INNER JOIN department 

  ON employee.DepartmentID = department.DepartmentID; 
 
The result is shown in this table: 

 

 
Result of the INNER JOIN 

 

The above SQL code is equal to the SQL code shown below. 
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SELECT * 
FROM employee, department 

WHERE employee.DepartmentID = department.DepartmentID; 
 

Note: Programmers should take special care when joining tables on columns 
that can contain NULL values, since NULL will never match any other value 
(not even NULL itself), unless the join condition explicitly uses the IS NULL or 

IS NOT NULL predicates. 
 

Outer join 

 
An outer join does not require each record in the two joined tables to have a 

matching record. The joined table retains each record—even if no other 
matching record exists. Outer joins subdivide further into left outer joins, 
right outer joins, and full outer joins, depending on which table's rows are 

retained (left, right, or both; left and right refer to the two sides of the JOIN 
keyword.) 

 

Left outer join 
 

The result of a ‘left outer join’ (or simply ‘left join’) for table A and B always 
contains all records of the "left" table (A). A left outer join returns all the 
values from an inner join plus all values in the left table that do not match to 

the right table.  
 

SELECT * 
FROM employee LEFT OUTER JOIN department 
  ON employee.DepartmentID = department.DepartmentID; 

 
 

 
The Result of the Above LEFT OUTER JOIN 

 

 

http://en.wikipedia.org/wiki/Null_%28SQL%29
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Right outer join 
 

A ‘right outer join’ (or ‘right join’) closely resembles a left outer join, except 
with the treatment of the tables reversed. 

  
SELECT * 
FROM employee RIGHT OUTER JOIN department 

  ON employee.DepartmentID = department.DepartmentID; 
 

 
The Result of the Above RIGHT OUTER JOIN 

 

 
Full outer join 
 

Conceptually, a full outer join combines the effect of applying both left and 
right outer joins. Example full outer join: 

 
SELECT * 
FROM employee FULL OUTER JOIN department 

  ON employee.DepartmentID = department.DepartmentID; 
 

 
The Result of the Above FULL OUTER JOIN 
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 UPDATE: The UPDATE command can be used to modify information 

contained within a table, either in bulk or individually.  
o UPDATE personal_info 

SET salary = salary * 1.03 
o UPDATE personal_info 

SET salary = salary + €5000 
WHERE employee_id = 12345 
 

 DELETE 
o DELETE FROM personal_info 

WHERE employee_id = 12345 
 
Data Definition Language 

 
The Data Definition Language (DDL) is used to create and destroy databases 

and database objects. These commands will primarily be used by database 
administrators. Examples: 
 

 CREATE 
o CREATE DATABASE employees (after this command, the tables 

must be created) 
o CREATE TABLE personal_info (first_name char(20) not null, 

last_name char(20) not null, employee_id int not null) 
 

 USE: The USE command allows you to specify the database you wish to 

work with within your DBMS.  
o USE employees 

 

 ALTER: This command allows you to make changes to the structure of a 

table without deleting and recreating it.  
o ALTER TABLE personal_info 

ADD salary money null 
This example adds a new attribute to the personal_info table -- an 
employee's salary. The "money" argument specifies that an 

employee's salary will be stored using a dollars and cents format. 
Finally, the "null" keyword tells the database that it's OK for this 
field to contain no value for any given employee. 

 

 DROP: DROP allows us to remove entire database objects from our 

DBMS.  
o DROP TABLE personal_info 

This command permanently removes the personal_info table.  
o DROP DATABASE employees 

This command removes the entire employees’ database 
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9.2.11.6 Normalisation 
 

Database normalization is the process of organizing the fields and tables of a 
relational database in such a way as to minimize redundancy and dependency (see 
further down for definition).  

Advantages & Disadvantages of Normalizing a Database 

Advantages 

 Reduces Data Duplication 

 Groups Data Logically 

 Relationships are Represented Better 

Disadvantages 

 Slows Database Performance 

 Requires Detailed Analysis and Design 

Background to normalization: definitions 

Functional dependency 
In a given table, an attribute Y is said to have a functional dependency on a set 

of attributes X (written X → Y) if and only if each X value is associated with 
precisely one Y value. For example, in an "Employee" table that includes the 

attributes "Employee ID" and "Employee Date of Birth", the functional 
dependency {Employee ID} → {Employee Date of Birth} would hold. It follows 

from the previous two sentences that each ‘Employee ID’ is associated with 
precisely one ‘Employee Date of Birth’. 

Superkey 

A superkey is a combination of attributes that can be used to uniquely identify 
a database record. A table might have many superkeys. 

Candidate key 

A candidate key is a special subset of superkeys that do not have any 
extraneous information in them: it is a minimal superkey. 

Non-prime attribute 
A non-prime attribute is an attribute that does not occur in any candidate key.  

Prime attribute 

A prime attribute, conversely, is an attribute that does occur in some candidate 
key. 

Primary key 
One candidate key in a relation may be designated the primary key. It is strictly 
notational and has no bearing on normalization. With respect to normalization, 

all candidate keys have equal standing and are treated the same. 

http://en.wikipedia.org/wiki/Field_%28computer_science%29
http://en.wikipedia.org/wiki/Table_%28database%29
http://en.wikipedia.org/wiki/Relational_database
http://en.wikipedia.org/wiki/Data_redundancy
http://en.wikipedia.org/wiki/Functional_dependency
http://en.wikipedia.org/wiki/Superkey
http://en.wikipedia.org/wiki/Candidate_key
http://en.wikipedia.org/wiki/Primary_key
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Normal forms 

The ‘normal forms’ (abbrev. NF) of relational database theory provide criteria for 
determining a table's degree of vulnerability to logical inconsistencies and anomalies. 

The higher the normal form applicable to a table, the less vulnerable it is.  

The normal forms are applicable to individual tables. 

Denormalization 

Denormalization (the opposite of normalisation) is also used to improve performance 
on smaller computers as in computerized cash-registers and mobile devices, since 

these may use the data for look-up only (e.g. price lookups). Denormalization may 
also be used when no changes are to be made to the data and a swift response is 
crucial. 

First Normal Form 

A relation is in 1NF if, and only if, it contains no repeating attributes or groups of 
attributes. For example the following two tables are not in 1NF but the third one is. 

  

Table not in 1NF 

 

 

Another Table not in 1NF 
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Table in 1NF 

 

Second Normal Form  

A relation is in 2NF if, and only if, it is in 1NF and every non-key attribute is fully 

functionally dependent on the whole key. 
 

Another way of saying this is that there must be no partial key dependencies (PKDs).  

Problems can arise when there is a compound key. 

Consider the following Student relation:  
Student (matric_no, name, date_of_birth, subject, grade) 

 There are no repeating groups, thus the relation (table) is already in 1NF  

 However, we have a compound primary key, so we must check all of the non-
key attributes against each part of the key to ensure they are functionally 
dependent on it.  

 ‘name’ is dependent on ‘matric_no’ (this is a partial dependency) 

 ‘date_of_birth’ is dependent on ‘matric_no’ (this is a partial dependency) 

 ‘grade’ is dependent on the combination of ‘matric-no’ and ‘subject’ (this is a 
full dependency)  

 Since there are partial dependencies then the table is not in 2NF 

A dependency diagram is used to show how non-key attributes relate to each part or 
combination of parts in the primary key.  
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Student Table     

matric_no name date_of_birth subject grade 

 

 

 

Dependency Diagram 

The above table can be split to form the following two tables both of which are in 
2NF. 

Students’ Details Table   

matric_no name date_of_birth 

 

 

Students’ Marks Table   

matric_no subject grade 

 

 

Two Tables in 2NF 
Third Normal Form  

3NF removes virtually all the redundant data. 

A relation is in 3NF if, and only if, it is in 2NF and there are no transitive functional 
dependencies. Transitive functional dependencies arise when one non-key attribute is 
functionally dependent on another non-key attribute. 

Full Dependency 

Partial 
Dependency 

Partial 
Dependency 

Full 
Dependency 

Full 
Dependency 

Full 
Dependency 
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Consider the following table: 

Employee Table    

Employee_No Emp_First_Name Emp_Last_Name Dept_No Dept_Name 

This is in 2NF because the primary key is composed of just one field but since 
Dept_Name is dependent on Dept_No then the table is not in 3NF. 

The information in the Employee table can be kept in a 3NF database by having the 

three following tables: 

Employee_Info Table  

Employee_No Emp_First_Name Emp_Last_Name 

 

Dept_Info Table 

Dept_No Dept_Name 

 

Emp_Dept Table 

Employee_No Dept_No 

 


